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Abstract

Consider a binary image containing one or more objects. A signed distance transform as-
signs to each pixel (voxel, etc.), both inside and outside of any objects, the minimum distance
from that pixel to the nearest pixel on the border of an object. By convention, the sign of the
assigned distance value indicates whether or not the point is within some object (positive) or
outside of all objects (negative). Over the years, many different algorithms have been proposed
to calculate the distance transform of an image. These algorithms often trade accuracy for ef-
ficiency, exhibit varying degrees of conceptual complexity, and some require parallel proces-
sors. One algorithm in particular, the Chamfer distance [J. ACM 15 (1968) 600, Comput.
Vis. Graph. Image Process. 34 (1986) 344], has been analyzed for accuracy, is relatively effi-
cient, requires no special computing hardware, and is conceptually straightforward. It is un-
derstandably, therefore, quite popular and widely used. We present a straightforward
modification to the Chamfer distance transform algorithm that allows it to produce more ac-
curate results without increasing the window size. We call this new algorithm Dead Reckoning
as it is loosely based on the concept of continual measurements and course correction that was
employed by ocean going vessel navigation in the past. We compare Dead Reckoning with a
wide variety of other distance transform algorithms based on the Chamfer distance algorithm
for both accuracy and speed, and demonstrate that Dead Reckoning produces more accurate
results with comparable efficiency.
© 2004 Elsevier Inc. All rights reserved.
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1. Introduction

Given a binary image consisting of one or more objects and a (possibly disjoint)
background, we define a signed distance transform as a transform that assigns to ev-
ery point (to both those in objects as well as those in the background) the minimum
distance from that particular point to the nearest point on the border of an object.
The sign of the assigned distance value indicates whether the point is either inside
(positive) or outside (negative) objects. Many distance transform algorithms have
been proposed with [18] and [25] most likely being the earliest. In general, distance
transform algorithms exhibit varying degrees of accuracy of the result, computa-
tional complexity, hardware requirements (such as parallel processors), and concep-
tual complexity of the algorithms themselves. In [7], the author proposed an
algorithm that produces extremely accurate results by propagating vectors which ap-
proximate the distance of 2D images by sweeping through the data a number of
times by propagating a local mask in a manner similar to convolution. In [1], the au-
thor presented the Chamfer distance algorithm (CDA) that propagates scalar, inte-
ger values to efficiently and accurately calculate the distance transform of 2D and 3D
images (again in a manner similar to convolution). Borgefors [1] also presented an
error analysis for the CDA for various neighborhood sizes and integer values. More
recently [2], an analysis of 3D distance transforms employing 3 x 3 x 3 neighbor-
hoods of local distances was presented. In [3], an analysis of the 2D Chamfer dis-
tance algorithm using 3 x 3, 5x5, and larger neighborhoods employing both
integer and real values was presented. Marchand-Maillet and Sharaiha [26] also pres-
ent an analysis of Chamfer distance using topological order as opposed to the ap-
proximation to the Euclidean distance as the evaluation criteria. Because of the
conceptual elegance of the CDA and because of its widespread popularity, its im-
provement is the motivation for this work.

Of course, distance transforms outside of the Chamfer family also have been pre-
sented. A technique from Artificial Intelligence, namely A* heuristic search, has been
used as the basis for a distance transform algorithm [27]. A multiple pass algorithm
using windows of various configurations (along the lines of [7] and other raster scan-
ning algorithms such as the CDA) was presented in [28] and [34]. A method of dis-
tance assignment called ordered propagation was presented in [29]. The basis of this
algorithm and others such as A* (used in [27]) is to propagate distance between pix-
els can be represented as nodes in a graph. These algorithms typically employ sorted
lists to order the propagation among the graph nodes. Guan and Ma [30] and Eggers
[31] employ lists as well. In [35], the authors present four algorithms to perform the
exact, Euclidean, n-dimensional distance transform via the serial composition of
n-dimensional filters. Algorithms for the efficient computation of distance transforms
using parallel architectures are presented in [32] and [36]. In [36], the authors present
an algorithm that consists of two phases with each phase consisting of both a for-
ward scan and a backward scan. In the first phase, columns are scanned; in the sec-
ond phase, rows are scanned. They note that since the scanning of a particular
column (or row) is independent of the scanning of the other columns (or rows), each
column (row) may be scanned independently (i.e., in parallel). A distance transform
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employing a graph search algorithm is also presented in [33]. Distance transforms
continue to be interesting and have also been the focus of at least one recent
Ph.D. dissertation [4].

Since the early formulation of distance transform algorithms [18,25], applications
employing distance transforms have become widespread. For example, distance
transforms have been used for skeletonization of images [6,14,19,21]. Distance trans-
forms are also useful for the (shape-based) interpolation of both binary images
[11,15] as well as gray image data [8]. In [12], the authors employ distance transform
information in multidimensional image registration. An efficient ray tracing algo-
rithm also employs distance transform information [13]. Distance transforms have
also been shown to be useful in calculating the medial axis transform with [16,17] em-
ploying the Chamfer distance algorithm specifically. In addition to the usefulness of
distance transforms for the interpolation of 3D gray medical image data [9,10], they
have also been used for the automatic classification of plant cells [22] and for mea-
suring cell walls [24]. The Chamfer distance was also employed in a method to char-
acterize spinal cord atrophy [20]. Because distance transforms are applicable to such
a wide variety of problems, it is important to develop accurate and efficient distance
transform algorithms.

The outline of this paper is as follows. First, we present a few definitions from dig-
ital topology [23] that will be useful for developing the framework of the algorithm.
Then we present the Chamfer distance algorithm and compare and contrast it with
the new Dead Reckoning method. To evaluate this new method, we compare it with
the Chamfer distance algorithm employing various window sizes (3 x 3, 5 x 5, and
7 x 7) and types (Chamfer, city block, chessboard, and Euclidean with a 3 x 3 win-
dow). An evaluation framework is then presented. This framework evaluates the al-
gorithms with respect to execution time, a quantitative evaluation, and a qualitative
evaluation. The qualitative evaluation demonstrates the presence of polygonal iso-
contours in all of the Chamfer-based distance transform algorithms except Dead
Reckoning. Given known and random binary images, the quantitative evaluation
demonstrates that the Dead Reckoning algorithm produces the most accurate results
with respect to the actual, exact Euclidean distance assignment.

2. Definitions and methods

We first present the CDA for completeness and to demonstrate the similarities
and differences between it and the Dead Reckoning algorithm (DRA). Note that
CDA has been and DRA may be extended to distance transforms in higher dimen-
sional spaces but we restrict our discussion and analysis to 2D for simplicity. A com-
plete outline of the CDA appears in Fig. 1. A 2D binary input image, /, having X
columns and Y rows is given as input to the CDA. Since / is a binary image, for a
given point, C = (x,y), either /(x,y) = 0 indicating a point outside of any object
or I(x,y) = | indicating a point within an object. Note that the input image may con-
sist of more than one object (and we assume that it contains at least one object). Fur-
thermore, we assume that no object extends to the border of /. More formally,
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Algorithm: Chamfer

Inputs: I - a 2D binary image of size X by Y
dl - distance between two adjacent pixels in either the x or y direction
d2 - diagonal distance between two diagonally adjacent pixels

Output: d - a 2D grey image of size X and Y representing the distance image

//initialize d
for y = 1 to Y do begin
for x = 1 to X do begin
d(x,y) = ©
end
end

//initialize immediate interior & exterior elements
for y = 1 to Y do begin
for x = 1 to X do begin

//if ( I(x,y) ) then //uncomment to disable symmetry under complement property
if ( I(x-1,y) !'= I(x,y) or I(x+l,y) != I(x,y) or
I(x,y-1) !'= I(x,y) or I(x,y+l) != I(x,y) ) then d(x,y) =0

end
end

//perform the first (forward) pass
for y = 1 to Y do begin
for x = 1 to X do begin

if (d(x-1,y-1)+d2 < d(x,y)) then d(x,y) = d(x-1,y-1)+d2

if (d(x,y-1) +dl1 < d(x,y)) then d(x,y) = d(x,y-1) +d1

if (d(x+1,y-1)+d2 < d(x,y)) then d(x,y) = d(x+1,y-1)+d2

if (d(x-1,y) +dl1 < d(x,y)) then d(x,y) = d(x-1,y) +d1
end

end

//perform the final (backward) pass
for y = Y to 1 do begin
for x = X to 1 do begin
if (d(x+1,y) +dl < d(x,y)) then d(x,y)
if (d(x-1,y+1)+d2 < d(x,y)) then d(x,y)
if (d(x,y+1l) +dl1 < d(x,y)) then d(x,y)
if (d(x+1,y+1)+d2 < d(x,y)) then d(x,y)
end

d(x+1,y) +di1
d(x-1,y+1)+d2
d(x,y+1) +di1
d(x+1,y+1)+d2

end

//indicate inside & outside
for y = Y to 1 do begin
for x = X to 1 do begin
if (I(x,y) == 0) then d(x,y) = -d(x,y)
end
end

Fig. 1. Original Borgefors’” Chamfer distance algorithm using a 3 x 3 window. Typically, d1 =3 and
d2 = 4. The sections appearing in bold in the first and second pass would be modified to accommodate
larger windows. (We note that the two sets of initialization loops may be combined into a single loop
for a more efficient implementation.)

VxI(x,0) =0AVyI[(0,y) =0AVYxI(x,Y —1) =0AVyI[(X —1,y). (If this is not the
case, we simply embed 7 of size X x Y in I’ of size X + 2 x Y + 2). The output will be
a gray image, d, also of size X x Y where the value assigned to a point in the output
image represents the distance from that point in the binary image to the nearest point
on the border of an object. Using terminology from digital topology [23] we call a
border point b = (x,y) an element of the immediate interior, II, iff

Ho,y)=1A[I(x+1,y)=0VIx—1,y)=0VI(x,y+1)=0VI(x,y—1)=0].
(1)
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This indicates that for any point to be an element of the immediate interior it must be
in some object and at least one of its 4-connected neighbors (i.e., two adjacent pixels
with either x coordinates or y coordinates that differ by exactly one) must be outside
of any object. Similarly, we call a border point »’ = (x,y) an element of the imme-
diate exterior, IE, iff

[, ) =0]A[I(x+1,y)=1VIx—1,y)=1VIx,y+1)=1VI(x,y—1)=1].
(2)

The algorithm proceeds as follows. Similar to [7], the CDA initially assigns
d(x,y) = oo for all points. The next step is to assign 0 to all points belonging to either
the I or the IE. We note that some distance transform algorithms including [7] re-
strict the definition of border point to elements of I/ only. Our algorithm easily
accommodates this (via one line in the initialization of the /7 step in Figs. 1 and 3). If,
however, border points consist of // U /E, the resulting distance transform exhibits
the property of symmetry under complement. This means that a distance value as-
signed to a pixel will be the same regardless of whether or not the pixel is inside or
outside of any objects. To illustrate this point, consider a binary image / and its
complement 7, where

- _Jo ifI(x,y)=1
I(x,y) = { 1 otherwise

A distance transform with the symmetry under complement property produces the
same results regardless of whether 7 or / is used as input. Again, as illustrated in Figs.
1 and 3, our algorithm easily accommodates both definitions.

Then two passes, one forward and one backward, are made through the image
data. Each pass employs local (typically 3 x 3, 5 x 5, or 7 x 7) neighborhood opera-
tions (roughly analogous to convolution) in which one attempts to minimize the cur-
rent distance value assigned to the pixel, C = (x,y), at the center of the window by
comparing the current distance value with the distance values assigned to its neigh-
bor, 1, plus the distance from C to the given neighbor, n, as specified in the window.
Various windows are shown in Fig. 2.

For example, consider the forward pass 3 x 3 window, w, as shown in Fig. 2. Let
w(0,0) indicate the value of the center of the 3 x 3 window which is centered over the
point C = (x,y) in I and d. Let d(x,y) be the current distance to a border point. The
algorithm then makes the following assignment:

d(x.y)

i {d(x—l,y—l)-l—w(—l,—l), d(x,y—1)+w(0,—1), d(x—!—l,y—l)—i—w(l,—l),}

N d(x—1,y)+w(-1,0), d(x,y) ’
3)

The forward window is moved through 4 in a forward pass. Then a backward
window is moved through d in a backward pass to propagate minimum distances
throughout d. As in [15] and [34], we adopt the convention of d(x, y) > 0 indicating a
point within an object, i.e., I(x,y) = 1 and d(x,y) < 0 indicating a point outside of
any object (I(x,y) = 0).
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forward pass backward pass
3 4 - - -
CDA 3x3 3 C - - C 3
- - - 4 3
-1 - - - -
city block 1 C - - Cc 1
.- - -1 -
11 1 - - -
chessboard 1 C - - C 1
- - - 17 1 1
-1 - 11 - R
117 5 71 R
CDA 5x5 -5 € - - - - €C 5 -
L 17 5 7 1

43 - 27 - 27 - 43 - e e e e
38 27 17 12 17 27 38 e e oL
CDATXT - - 12 C - - - - - - Cc12 - -

Euclidean ﬁ 1\/5 .-

3x3 1¢C - - Cc 1
- V2 142

Dead 2 142 -
Reckoning 1 C - - Cc 1
3x3 - - - 2 142

Fig. 2. Various windows used by the Chamfer Distance algorithm. Euclidean 3 x 3 is included for com-
parison, as is the 3 x 3 window employed by the Dead Reckoning algorithm. ‘C’ indicates the center of
the window; ‘- indicates a point that is not used.

Borgefors cleverly demonstrated: (i) using a small window and propagating dis-
tance in this manner introduces errors in the assigned distance values even if double
precision floating point is used to represent distance values, (ii) these errors may be
minimized by using values other than 1 and v/2 for the distances between neighbor-
ing pixels, and surprisingly, (iii) using integer window values such as 3 and 4 yields
more accurate results than using window values of 1 and v/2 and does so with much
better performance, and (iv) larger windows with appropriate values minimize errors
even further at increased computational cost. Although, as in our algorithm as well,
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Algorithm: Dead Reckoning

Inputs: I - a 2D binary image of size X by Y
dl - distance between two adjacent pixels in either the x or y direction
d2 - diagonal distance between two diagonally adjacent pixels

Output: d - a 2D grey image of size X and Y representing the distance image
P - for each pixel, the corresponding border point

//initialize d

for y = 1 to Y do begin
for x = 1 to X do begin
d(x,y) = 00
p(x,y) -1

end
end

//initialize immediate interior & exterior elements

for y = 1 to Y do begin
for x = 1 to X do begin

//if ( I(x,y) ) then //uncomment to disable symmetry under complement property
if ( I(x-1,y) !'= I(x,y) or I(x+l,y) != I(x,y) or
I(x,y-1) != I(x,y) or I(x,y+l) != I(x,y) ) then begin
d(x,y) =0
pP(x,y) = (x,y)
end
end
end

//perform the first pass

for y = 1 to Y do begin
for x = 1 to X do begin
if (d(x-1,y-1)+d2 < d(x,y)) then begin
pP(x,y) = p(x-1,y-1)
d(x,y) = sqrt( (x-p(x,y).x)*(x-p(x,y).x) +
(v-p(x,y) .y) *(y-p(x,y) .¥)

~

end
if (d(x,y-1) +dl < d(x,y)) then begin
pP(x,y) = p(x,y-1)
d(x,y) = sqrt( (x-p(x,y).x)*(x-p(x,y).x) +
(y-pP(x,y).y) *(y-P(%x,¥).y)

~

end
if (d(x+1,y-1)+d2 < d(x,y)) then begin
p(x,y) = p(x+1,y-1)
d(x,y) = sqrt( (x-p(x,y).x)*(x-p(x,y).x) +
(y-p(x,y) .y)*(y-pP(x,y) .¥)

~

end

if (d(x-1,y) +dl < d(x,y)) then begin
p(x,y) = p(x-1,y)
d(x,y) = sqrt( (x-p(x,y).x)*(x-p(x,y).x) +

(v-p(x,y) .y)*(y-P(x,y).¥) )
end
end
end

Fig. 3. The Dead Reckoning algorithm (using only a 3 x 3 window). Sections in bold indicate areas that
differ from the Chamfer Distance algorithm. (We note that the two sets of initialization loops may be com-
bined into a single loop for a more efficient implementation.)

the computational complexity remains the same, O(X x ¥), even for larger and larger
window sizes.

The DRA on the other hand is a straightforward modification to the CDA that,
employing equal sized windows, produces more accurate results at a slightly in-
creased computational cost. Furthermore, DRA using only a 3 x 3 window typically
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//perform the final pass

for vy = Y to 1 do begin
for x = X to 1 do begin
if (d(x+1,y) +dl < d(x,y)) then begin
pP(x,y) = p(x+1,y)

d(x,y) = sgrt( (x-p(x,y).x)*(x-p(x,y).x) +
(y-p(x,y) .y) *(y-p(x,y) .y) )
end
if (d(x-1,y+1)+d2 < d(x,y)) then begin
p(x,y) = p(x-1,y+1)
d(x,y) = sgrt( (x-p(x,y).x)*(x-p(x,y).x) +
(yv-p(x,y) .y) *(y-p(x,y) .y) )
end
if (d(x,y+1) +dl < d(x,y)) then begin
P(x,y) = p(x,y+1)
d(x,y) = sqrt( (x-p(x,y).x)*(x-p(x,y).x) +
(v-p(x,y) .y)*(y-P(x,y) .y) )
end
if (d(x+1l,y+1)+d2 < d(x,y)) then begin
P(x,y) = p(x+1,y+1)
d(x,y) = sgrt( (x-p(x,y).x)*(x-p(x,y).x) +
(v-p(x,y) .y)*(y-p(x,y) .y) )

end
end
end

//indicate inside & outside
for y = Y to 1 do begin
for x = X to 1 do begin
if (I(x,y) == 0) then d(x,y) = -d(x,y)
end
end

Fig. 3. (continued)

produces more accurate results (see Table 5) than CDA with a 7 x 7 window (with
similar execution times, see Table 2). In addition to d which for a given point,
(x,»), is the minimum distance from (x,y) to the nearest border point, the DRA in-
troduces an additional data structure, p, which is used to indicate the actual border
point, p(x,y) = b such that b € Il UIE and d(x,y) is minimum similar to that em-
ployed Danielsson in [7]. (Danielsson [7] in 4SED employs 3 minimization iterations
in both the forward and backward passes. Our method as in the CDA [1,25] employs
only 1 in each pass). Note that as the CDA progresses, d(x,y) may be updated many
times. In the DRA, each time that d(x,y) is updated, p(x,y) is updated as well. We
note that the order in which the if statements in Fig. 3 are evaluated may influence
the assignment of p(x, y) and subsequently, the value assigned to d(x,y). Regardless,
our results demonstrate that our algorithm remains more accurate using only a 3 x 3
neighborhood than CDA using a 7 x 7 neighborhood. Although the DRA employs a
3 x 3 (or larger) window to guide the update/minimization of distance process as
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does CDA, the actual values assigned to d are not the same as CDA as shown in Eq.
(3). Let p,(x,y) denote the x component of b, and p,(x,y) denote the y component of
b. DRA uses instead the actual Euclidean distance from the border to the point (x, y)
at the center of the window as shown in Eq. (4).

Using only a 3 x 3 window, the DRA typically determines a more accurate esti-
mation of the exact Euclidean distance within the framework of the CDA. Details
of the DRA are shown in Fig. 3.

d(x,y)

Ve=1y-1)—x) (nx—1Ly—1) —x)+(p,x—1Ly—1) =) (px— Ly—1)—y),
Vpxy—1) =) (px,y—1)—x) + (p(x.y—1) = ») (py(x,y — 1) — ),
=min g /(. x+ Ly—1) =) (o + Ly=1) =) + (o, + Ly=1) =) (o, x+ Ly—1) =),
( (x—
»)

\/(px X = 17y+ 1)*X)*(px(X* 17y+1)7x)+(p 7y+1) J’)*(Py(x* 1,y71)+y),
dx,
4)

3. Results and discussion

We compared DRA with other distance transform algorithms, CDA 3 x 3, city
block, chessboard, CDA 5 x 5, CDA 7 x 7, and Euclidean 3 x 3, on the basis of both
execution speed and accuracy of the resulting distance transforms for known images.

3.1. Execution times

To determine execution speeds, we compiled and executed all programs on a
2 GHz Pentium 4 based Dell Precision 340 with 1 Gb of RAM running under Red
Hat Linux release 7.1. All algorithms were implemented in C++ and were compiled
with g++ version 2.96 using the —O3 option for maximum optimization for speed.
Test images consisted of a number of input binary images of various sizes containing
a single object point at the center of each image. For input test images of sizes less
than 5000 x 5000, execution times were averaged over 100 iterations. For the
5000 x 5000 image, execution times were averaged over 10 iterations (we define an
iteration to be one complete execution of a distance transform algorithm). Execution
times appear in Tables 1 and 2. For those distance transform windows that use an
integer representation for distance (viz., CDA 3 x 3, city block, chessboard, CDA
5x 5, and CDA 7 x 7), an optional normalization step may be performed to convert
non-unit adjacent window values to unit 1 as shown in Eq. (5).

This allows us to compare calculated distance values with actual, known Euclid-
ean distance values for test images.

d(x,y)
min {w(i, j)|w(i,j) > 0 Aw(i,j) < oo}’

d'(x,y) = (5)
Execution times with and without this conversion are reported in Table 1, and are
included in all of the times in Table 2. We note that although city block and
chessboard use an integer representation, they do not require normalization since
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Table 1
Results of timing comparison for various distance transform algorithms applied to test images of sizes
1000 x 1000 and 5000 x 5000

Algorithm Representa- Window 1000 x 1000 5000 x 5000
tion size Normali- No normali- Normali- No normali-
zation zation zation zation

CDA 3x3 Integer 3x3 0.09 0.06 2.30 1.50
City block Integer 3x3 0.08 0.05 2.01 1.19
Chessboard Integer 3x3 0.09 0.06 2.34 1.47
CDA 5x5 Integer 5%x5 0.12 0.09 3.02 2.19
CDA 7x7 Integer Tx7 0.18 0.14 4.42 3.62
Euclidean 3 x 3 Double 3x3 0.09 2.22
Dead Reckoning Double 3x3 0.15 3.94

3x3
Dead Reckoning Double Tx7 0.26 6.86

Tx7
4SED Double 3x3 0.12 3.11
8SED Double 3x3 0.15 3.88
8SED (improved) Double 3x3 0.13 3.38

All input images consisted of a solitary point at the center.

Table 2
Time in seconds to perform one complete 2D distance transform for various image sizes and algorithms
Algorithm Image size
256 x 256 512 x 512 1000 x 1000 5000 x 5000
CDA 3x3 0.01 0.02 0.09 2.30
City block 0.01 0.02 0.08 2.01
Chessboard 0.01 0.02 0.09 2.34
CDA 5x5 0.01 0.03 0.12 3.02
CDA 7x7 0.01 0.05 0.18 4.42
Euclidean 3 x 3 0.01 0.02 0.09 2.22
Dead Reckoning 3 x 3 0.01 0.05 0.15 3.94
Dead Reckoning 7 x 7 0.02 0.08 0.26 6.86
4SED 0.01 0.04 0.12 3.11
8SED 0.01 0.04 0.15 3.88
8SED (improved) 0.01 0.04 0.13 3.38

All times reported for 3 x 3, city block, chessboard, 5 x 5, and 7 x 7 include normalization of integer
distance values to doubles. All input images consisted of a solitary point at the center.

they employ unit distances already. Since city block is the fastest with or without
normalization, this point is moot. It is the fastest because our implementation en-
tirely eliminates the unnecessary computation of d(x — 1,y — 1) + w(—1,—1) and
dix+1,y+1)+w(1,1) in the forward and backward passes, respectively. Since
CDA 3 x 3, chessboard, and Euclidean 3 x 3 all employ 3 x 3 windows, they exhibit
approximately the same execution times even though the Euclidean 3 x 3 method
represents distances using floating point. Actually, chessboard was faster than CDA
3 x 3 and Euclidean 3 x 3 because normalization was not required. Also CDA 3 x 3
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was slightly faster than Euclidean 3 x 3 which can be attributed to integer vs. floating
point performance. (In our implementation, the calculation of v/2 in Euclidean 3 x 3
and in DRA only occurs once and not repeatedly.) The next fastest was CDA with a
5 x 5 window, DRA 3 x 3, CDA with a 7 x 7 window, and DRA 7 x 7 which was the
slowest. Although DRA 3 x 3 uses floating point and the extra steps of the DRA, it
was faster than CDA with a 7 x 7 window and normalization (and only slightly
slower than CDA with a 7 x 7 window without normalization). In summary, the
algorithms from fastest to slowest were city block, chessboard, CDA 3 x 3, Eu-
clidean 3 x 3, CDA 5x 5, DRA 3x3, CDA 7x7, and DRA 7 x 7 (all including
normalization if necessary).

3.2. Test images and quantitative evaluation

To numerically evaluate the accuracy of the various distance transforms, we de-
fined a number of input binary images of various sizes. The first test consists of im-
ages of sizes 256 x 256, 512 x 512, 1000 x 1000, and 5000 x 5000 consisting of a
single object point at the center of each image. Let (x,y) be this center point. Then
II={(x,y)}and IE = {(x — 1,y),(x + 1,»), (x,y = 1), (x,y + 1)}. As mentioned pre-
viously, initially d(x',)’) = 0 for all (x',)y') € [ UIE (x',)’). Then for any point u in
the image we know that the actual Euclidean distance, D, from u to the boundary
can be calculated directly by,

min {D(u,v)|v € Il UIE}. (6)

This is the value that should be assigned by any distance transform algorithm for any
point in this particular test image. To assess the accuracy of a particular distance
transform algorithm, we calculate the root mean squared error (RMSE). The
quantitative results are reported in Table 3, respectively, for various input image
sizes. From this table, one can see that the DRA was the most accurate with an
RMSE of 0. The second and third most accurate were CDA using a 7 x 7 window

Table 3
Root mean squared error for a particular distance transform from the known Euclidean distance for input
test images consisting of a single point/object at the center of the image

Algorithm Image size

256 x 256 512 x 512 1000 x 1000 5000 x 5000
CDA 3x3 3.82 7.66 14.98 74.97
City block 34.89 70.19 137.49 689.08
Chessboard 17.58 35.17 68.69 343.45
CDA 5x5 0.99 2.00 3.93 19.74
CDA 7x7 0.62 1.26 2.48 12.50
Euclidean 3 x 3 5.76 11.66 22.90 115.03
Dead Reckoning 3 x 3 <10e - 14 <10e-14 <10e-13 <10e-13
Dead Reckoning 7 x 7 <10e - 14 <10e-14 <10e-13 <10e-13
4SED 0.39 0.39 0.39 0.39
8SED <10e-2 <10e-2 <10e-2 <10e-3

8SED (improved) <10e - 14 <10e-14 <10e-13 <10e-13
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and CDA with a 5 x 5 window, respectively. The accuracy of CDA 7 x 7 over CDA
5x 5 over CDA 3 x 3 was demonstrated in general by Borgefors’ analysis and this
analysis demonstrates it for a specific image. CDA with a 3 x 3 window had the
fourth best RMSE while Euclidean with a 3 x 3 window had the fifth best RMSE.
The sixth and seventh (least) accurate methods were chessboard and city block,
respectively. This is not surprising because chessboard employs an incorrect unit
diagonal distance and city block never employs the diagonal distance so it tends to
overestimate them.

The second set of test images consists of a specific configuration of three points that
are known to produce errors for distance transform algorithms that employ 3 x 3 win-
dows [4,5]. We generated test images of various sizes (32 x 32 to 5000 x 5000) as fol-
lows. Let the input image be of size X x X and let ¢ = X /2. Then we set the following
points: I(c,c+2)=1,I(c+1,c+6)=1, and I(c+2,c+8) =1. The results are
shown in Table 4 which shows that for extremely small images (32 x 32 to

Table 4
Root mean squared error for a particular distance transform from the known Euclidean distance for the
input test image consisting of three separate points known to be particularly problematic (see text)

Algorithm Image size

32x32 64 x 64 128 x 128 256 x 256  512x 512 1000 x 1000 5000 x 5000

CDA 3x3 0.42 0.88 1.84 3.76 7.61 14.93 75.92
CDA 7x7 0.06 0.13 0.29 0.60 1.24 2.46 12.48
Dead 0.11 0.24 0.38 0.46 0.51 0.54 0.56
Reckoning
3x3
Dead 0.00 0.00 0.03 0.06 0.08 0.09 0.10
Reckoning
7x17
8SED 0.00 0.01 0.01 0.01 0.01 0.01 0.01
(improved)
Table 5

Average root mean squared error for a particular distance transform from the known Euclidean distance
for 100 input test images (each 256 x 256) consisting 1000 random points

Algorithm Avg rmse
CDA 3x3 0.16
City block 1.19
Chessboard 0.69
CDA 5x5 0.04
CDA 7x7 0.02
Euclidean 3 x 3 0.22
Dead Reckoning 3 x 3 0.01
Dead Reckoning 7 x 7 0.00003
4SED 0.36
8SED 0.35

8SED (improved) 0.0008
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chessboard i Euclidean 3x3

Dead Reckoning 3x3

Fig. 4. Results of various distance transform algorithms applied to an input test image containing an ob-
ject consisting of a single point at the center of the image. The result of each distance transform (left in
each pair) is thresholded (right in each pair). The result of a perfect distance transform should be circular
for this particular input image.

© i

CDA 7x7

i

Dead Reckoning 3x3

Fig. 5. Comparison of artifacts present in CDA 7 x 7 and absent in DRA. Although the results appear
similar, this figure demonstrates that artifacts are still present in CDA 7 x 7.
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CDA 3x3

CDA 7x7

Dead Reckoning 3x3

Fig. 6. Distance transform results (left in each pair) for another input test image consisting of 3 single
point objects, and the thresholded version illustrating artifacts in all hur DRA.

128 x 128) with this specific configuration, CDA 7 x 7 performs better than DRA
3x3 but DRA 3 x 3 outperforms CDA 7 x 7 for more realistic image sizes of
256 x 256 to 5000 x 5000. Since our algorithm is readily adaptable to 7 x 7 windows,
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we evaluated DRA 7 x 7 as well. The results show that DRA 7 x 7 outperformed
CDA 7 x 7 for all input image sizes.

The third and last set of test images consists of 100 randomly generated 256 x 256
binary images with 1000 random points in each image set to one. The results of var-
ious distance transform algorithms are then applied to each of these images and eval-
uated in terms of RMSE. Table 5 reports the average RMSE for these 100 images for
various algorithms. DRA 3 x 3 and DRA 7 x 7 outperform all of the other methods
with DRA 7 x 7 only slightly better than DRA 3 x 3.

3.3. Qualitative evaluation

To demonstrate the artifacts (linear segments at the periphery of the circular iso-
contour, introduced by the various distance transform algorithms and the lack of ar-
tifacts for the DRA), consider again the binary input image consisting of a single
point/object at the center of the image. The resulting grey distance transform, viewed
as an image, should consist of concentric, circular isovalue contours that are cen-
tered about and radiating from the center. Furthermore, if we choose a threshold va-
lue and apply it to the gray distance transform result, a circular object centered
about the center point should result. The results of this qualitative test are shown
in Fig. 4. All distance transform algorithms except DRA 3 x 3 (and DRA 7 x 7) ex-
hibited artifacts. Even though artifacts appear absent for CDA 7 x 7, closer inspec-
tion reveals that they are still present in CDA 7 x 7 and absent in DRA 3 x 3 as
shown in Fig. 5.

To illustrate these artifacts further, consider a different input binary image con-
sisting of three objects, each consisting of a single point/object separated by some
finite distances. Fig. 6 illustrates the results of applying CDA 3 x 3, CDA 7x7,
and DRA 3 x 3 to this test image. Again the thresholded CDA 3 x 3 and 7 x 7 both
exhibit artifacts but artifacts are absent in DRA 3 x 3.

4. Conclusions

We have presented a new distance transform algorithm, Dead Reckoning, that
is a straightforward modification of the well-known Chamfer distance algorithm.
We also developed and presented a framework by which one can evaluate distance
transform methods with regard to both their quantitative as well as qualitative as-
pects. We demonstrated that this new algorithm executes with a computational
cost approximately the same as the most accurate Chamfer distance algorithm,
CDA 7 x 7, but is much more accurate. In the future, we intend to prove that this
new algorithm is indeed a distance metric. We also intend to compare this algo-
rithm with other algorithms (such as Dijkstra’s) in terms of speed, computational
complexity, and accuracy using a testing framework that we are in the process of
developing.

Free source code for DRA as well as CDA and other methods mentioned in this
paper may be obtained from http://www.mipg.upenn.edu/~grevera/code.
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